Course Portfolio (High-Level): Cloud Analytics, AI & FinOps 
AWS Cloud Practitioner (CLF-C02): Foundations
Recommended duration: 12 - 16 hours (2 days / 4 half-days) | Mode: Virtual / Classroom / Corporate workshop
Overview: A curated foundation program that builds durable AWS fluency across cloud concepts, core services, security fundamentals, and cost awareness. Ideal for organizations standardizing cloud literacy across engineering and business stakeholders, and for learners targeting confident CLF-C02 readiness.
Who this is for: New-to-AWS professionals, cross-functional stakeholders (delivery, product, leadership), pre-sales teams, and operations/support practitioners who need credible cloud foundations and a shared language for decision-making.
Key outcomes:
· Explain cloud value proposition, shared responsibility, and AWS global infrastructure.
· Identify when to use core AWS services across compute, storage, database, and networking.
· Understand IAM basics, encryption concepts, and monitoring/logging at a foundational level.
· Interpret AWS pricing models and cost-management basics (accounts, budgets, Cost Explorer concepts).
· Approach CLF-C02 with a structured revision plan and exam-style practice.
Detailed agenda (high-level):
· Module 1 (1–1.5h): Cloud concepts - deployment models, shared responsibility, regions/AZs/edge.
· Module 2 (3–4h): Core AWS services - EC2, Lambda, containers overview, S3/EBS/EFS, RDS/DynamoDB, VPC basics, Route 53, CloudFront.
· Module 3 (2–3h): Security fundamentals - IAM, MFA, least privilege, encryption, logging/monitoring concepts.
· Module 4 (2–3h): Pricing & billing - pricing models, billing constructs, basic cost governance, support plans.
· Module 5 (1–2h): Reliability & operations - Well-Architected overview, HA/FT basics, backup & DR concepts.
· Exam prep (1–2h): domain-wise practice questions, revision checklist, common traps & tips.
Hands-on (guided labs) (2–3h): A structured walkthrough to build confidence with the AWS console and foundational controls- IAM basics, S3 access patterns, and CloudWatch observability essentials. Corporate deliveries can be executed in a controlled training account with guardrails.
What you get: Executive-quality slides, participant workbook, glossary, lab guide, and a CLF-C02-aligned practice set with rationale for answers.
FAQs:
· Do I need prior AWS experience? No. The program is designed to be accessible while still enterprise relevant.
· Is it exam-focused? Yes - without becoming “question drilling”. We build conceptual clarity first, then reinforce with exam-pattern practice.
· Can you customize for corporate teams? Yes - content can be aligned to your account structure, governance approach, and internal cloud standards.
AWS AI Practitioner (AIF-C01): AI & GenAI Foundations on AWS
Recommended duration: 12–16 hours (2 days / 4 half-days) | Mode: Virtual / Classroom / Corporate workshop
Overview: A practitioner-friendly, enterprise-oriented introduction to AI/ML and Generative AI focused on sound decision-making, risk management, and value realization. Participants learn how modern AI concepts map to AWS capabilities, how to evaluate use cases, and how to operationalize responsibly.
Who this is for: Architects, developers, data/analytics professionals, product leaders, and cloud teams who need a clear foundation in AI/GenAI on AWS without unnecessary complexity.
Key outcomes:
· Explain core AI/ML concepts and common GenAI building blocks (LLMs, embeddings, RAG).
· Identify the right AWS service category for a given AI use case (high-level selection).
· Apply responsible AI concepts (privacy, bias, governance) to enterprise scenarios.
· Recognize AI workload cost/performance drivers and basic operational considerations.
· Prepare confidently for AIF-C01 using domain-wise practice and revision.
Detailed agenda (high-level):
· Module 1 (2–3h): AI/ML + GenAI fundamentals - ML lifecycle, supervised vs unsupervised, deep learning basics, tokens/context/embeddings.
· Module 2 (2–3h): AWS AI/ML service landscape - how to choose between AI services, managed ML, and GenAI capabilities (conceptual).
· Module 3 (1.5–2.5h): Data foundations - data quality, governance basics, evaluation datasets, basic analytics patterns that support AI.
· Module 4 (2–3h): GenAI solution patterns - prompt patterns overview, RAG concept, guardrails, evaluation basics.
· Module 5 (2–3h): Security, privacy & Responsible AI - prompt injection awareness, data boundaries, bias/fairness, human-in-the-loop.
· Module 6 (1–2h): Cost, performance & operations - cost drivers, latency/throughput basics, monitoring and change control.
· Exam prep (1–2h): practice questions + revision notes.
Hands-on (workshop-style) (2–3h): Facilitated exercises to move from “AI curiosity” to “AI clarity” - prompt iteration, use-case selection, and a mini solution design for a GenAI assistant including guardrails, success metrics, and operational considerations.
What you get: Executive-quality slides, practitioner workbook, workshop templates (use-case canvas, risk checklist), and an AIF-C01-aligned practice set.
FAQs:
· Is coding required? No. The focus is concepts, solution patterns, and governance-ready decision frameworks.
· Will we cover GenAI? Yes - GenAI concepts, patterns (including RAG), and responsible adoption practices with hands-on prompt work.
· Can this be tailored to my industry? Yes - examples, risk considerations, and governance controls can be adapted to regulated and non-regulated environments.
FinOps Certified Practitioner: Cloud Financial Management
Recommended duration: 16–24 hours (2–3 days) | Mode: Virtual / Classroom / Corporate workshop
Overview: A pragmatic, executive-ready FinOps program to improve cloud cost transparency, accountability, and optimization outcomes without compromising engineering velocity. We focus on operating model design, governance rituals, KPI storytelling, and proven optimization levers aligned to the FinOps Practitioner exam.
Who this is for: Platform/cloud leaders, architects, SRE/ops, FinOps analysts, and finance/procurement partners who are accountable for cloud spend, unit economics, and measurable optimization.
Key outcomes:
· Establish a FinOps operating model (personas, rituals, KPIs) suited to your org.
· Design cost allocation using tagging/labels and shared-service attribution approaches.
· Create an optimization backlog (rightsizing, scheduling, storage lifecycle, commitments concepts).
· Implement governance guardrails (budgets, policy concepts, anomaly management) that support velocity.
· Build a forecasting and budgeting approach connected to roadmaps and unit economics.
Detailed agenda (high-level):
· Module 1 (2–3h): FinOps foundations - principles, personas, maturity, showback/chargeback.
· Module 2 (2–3h): Cloud cost fundamentals - cost drivers, tagging strategy, allocation basics, unit economics.
· Module 3 (3–4h): Inform - reporting cadence, dashboards/KPIs, anomaly patterns, stakeholder communication.
· Module 4 (4–6h): Optimize - efficiency + rate optimization concepts; governance for optimization backlog and outcomes.
· Module 5 (3–4h): Operate - budgeting/guardrails, policy concepts, MBR/EBR rituals, culture & change management.
· Module 6 (2–3h): Forecasting - methods, scenarios, linking roadmap to spend.
· Module 7 (2–3h): FinOps for containers, data & AI - allocation challenges and emerging cost drivers.
· Exam prep (1–2h): practice questions + glossary revision.
Workshops / hands-on: Practical working sessions to produce artifacts you can deploy immediately tagging and allocation policy, KPI definitions and reporting cadence, an optimization backlog with ownership, and a simulated Monthly Business Review (MBR) narrative using sample or client-aligned scenarios.
What you get: Slide deck, practitioner workbook, and a set of consulting-grade templates (allocation, KPI scorecards, reporting packs, optimization backlog) plus exam-aligned practice questions.
FAQs:
· Is this tool-specific to AWS? No. The operating model is cloud-agnostic; examples can be AWS-first or multi-cloud.
· Do you cover Savings Plans/RIs deeply? We cover the strategy and decision framework. Implementation deep-dives and portfolio tuning can be delivered as an advanced add-on.
· Can we use our billing data? Yes, for private corporate deliveries - subject to agreed data handling and access controls.
FOCUS Analyst: Standardizing Cloud Cost & Usage Data
Recommended duration: 8–12 hours (1–1.5 days) | Mode: Virtual / Classroom / Corporate workshop
Overview: A specialized program for teams standardizing cloud cost and usage data for consistent FinOps analytics at scale. You’ll learn a practical approach to implementing FOCUS-aligned datasets that enable repeatable reporting, defensible allocation, and tool interoperability.
Who this is for: FinOps and cloud cost analysts, BI/data engineers, platform teams, and finance stakeholders responsible for trustworthy cost attribution and executive-ready reporting.
Key outcomes:
· Explain why standardized cost & usage matters for multi-team and multi-cloud reporting.
· Understand the FOCUS model at a practical level (dimensions/measures, cost vs usage, time alignment).
· Create a mapping approach from cloud billing exports to a FOCUS-aligned dataset.
· Produce consistent KPI-ready datasets for dashboards and chargeback/showback.
· Apply common normalization patterns and avoid typical mapping pitfalls.
Detailed agenda (high-level):
· Module 1 (0.5–1h): Why FOCUS :  interoperability, reporting consistency, FinOps analytics enablement.
· Module 2 (2–3h): FOCUS concepts : key constructs, dimensions/measures, rates/currency concepts (high-level).
· Module 3 (2–3h): Mapping approach : mapping rules, missing fields, normalization, quality checks.
· Module 4 (1–2h): Allocation & attribution : shared services, credits/refunds, amortization concepts.
· Module 5 (1–2h): Analytics outputs : standard KPI views, unit cost reporting, anomaly patterns.
· Exam prep (0.5–1h): key terms + sample questions.
Hands-on workshop (2–3h): Implement a FOCUS-aligned mapping for a sample billing export and produce a set of standard stakeholder views (service, team, trend, and unit-cost). The emphasis is on repeatability, data quality checks, and audit-friendly logic.
What you get: Mapping templates, sample datasets, report wireframes, and a FOCUS-aligned quality checklist you can adopt as an internal standard.
FAQs:
· Is this only for multi-cloud? No. Even single-cloud organizations benefit from standardization across teams, tools, and reporting layers.
· Do we need a data platform? Not necessarily. We can start with a pragmatic approach (spreadsheets/BI) and define a roadmap to operationalize in a lake/warehouse.
· Can you integrate this with our FinOps dashboards? Yes through a consulting engagement to implement the data pipeline, governance, and reporting packs.
Prompt Engineering: Build Reliable AI Assistants & Workflows
Recommended duration: 6–12 hours (1 day / 3–4 sessions) | Mode: Virtual / Classroom / Corporate workshop
Overview: A hands-on, governance-aware program to help teams adopt Generative AI with confidence. You’ll learn prompt patterns that drive consistency, create reusable templates, and apply evaluation techniques so outcomes are reliable, repeatable, and aligned to enterprise standards.
Who this is for: Leaders and practitioners across business, analytics, and engineering who want measurable productivity gains from GenAI and a consistent approach that scales beyond individual experimentation.
Key outcomes:
· Use a simple framework to create high-quality prompts (role, goal, context, constraints, examples).
· Generate structured outputs (tables, bullet lists, reusable templates) and refine with critique loops.
· Apply prompts to real workflows: summaries, SOPs, analysis, troubleshooting, and documentation.
· Reduce risk with privacy-aware prompting and prompt-injection awareness.
· Create a reusable prompt library and evaluation checklist for your team.
Detailed agenda (high-level):
· Module 1 (1–1.5h): LLM mental model tokens, context, hallucinations, temperature, strengths/limits.
· Module 2 (1.5–2.5h): Prompt patterns few-shot, constraints, structured outputs, critique-and-rewrite loops.
· Module 3 (1–2h): Business workflows summarization, emails/docs, SOPs, stakeholder updates, analysis with assumptions.
· Module 4 (1–2h): Technical workflows incident analysis, runbooks, architecture checklists, test cases.
· Module 5 (1.5–2.5h): RAG fundamentals grounding, retrieval concepts, chunking, citations, evaluation (high-level).
· Module 6 (1–2h): Safety & governance privacy boundaries, prompt injection awareness, review workflows.
Practice lab (2–4h): Build an enterprise-ready prompt library (role-based templates + structured outputs), define a quality rubric (“definition of done”), and run a lightweight evaluation to standardize reliability across teams.
What you get: Consulting-grade prompt templates, evaluation checklists, governance guidance (do/don’t), and a maintainable structure for an internal prompt repository.
FAQs:
· Which tools/models do you use? The workshop is tool-agnostic. We tailor exercises to your chosen platforms and compliance constraints.
· Will this help with enterprise adoption? Yes. Templates, evaluation, and governance patterns help teams scale GenAI usage safely and consistently.
· Can you run this as a role-based program? Yes—separate tracks for business users, analysts, developers, and leadership enablement.
Need a customized batch or corporate workshop?
I offer tailored deliveries for enterprise teams aligned to your cloud strategy, governance standards, and measurable outcomes. Customizations typically include role-based agendas, organization-specific templates and reporting packs, additional hands-on labs, and optional capstones anchored in your real platforms and operating rhythms.
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